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ABSTRACT

Interactive video world models need to generate each video chunk efficiently
while responding faithfully to user controls. Many systems use chunk-wise au-
toregressive generation with few-step denoising, but each chunk still requires sev-
eral costly denoising iterations. Training-free caching can reduce this cost, yet
existing policies make reuse decisions primarily from model-internal denoising
dynamics and do not explicitly account for control transitions. Actually, interac-
tive generation explicitly exposes a signal they do not use: the controls for a chunk
arrive before it is denoised, so a schedule derived from them costs no forward pass.
To this end, we analyze adjacent chunks under different control regimes and find
that structural similarity drops around action changes, while low-frequency struc-
ture remains more persistent than high-frequency detail. Motivated by these obser-
vations, we propose CtrlCache, a training-free control-aware caching framework
that adapts computation to the current control sequence. Specifically, the action-
aware scheduling and refresh policy detects action changes across and within
chunks, and labels each chunk as initial, transition, turning, or steady state. At one
selected interior denoising step, initial and transition chunks retain full computa-
tion, while turning and steady chunks reuse the transformer residual from the most
recent fully computed step in the same chunk. To exploit the persistence of low-
frequency structure during steady interaction, we further introduce a frequency-
mixed history prior guidance that incorporates complementary information from
the preceding clean latent without an additional DiT forward pass. Evaluated on
Matrix-Game 2.0 and LingBot-World v1/v2, CtrlCache achieves 1.21x to 1.41x
DiT-backbone speedups without model retraining while improving WBench Over-
all scores over original inference across all three models.
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Figure 1: Our CtrlCache adapts DiT computation to the incoming controls. The left panel shows
how the control-aware policy selects full computation, residual reuse, or refresh across represen-
tative control states. The right panel summarizes WBench Overall and DiT-backbone speedup on
Matrix-Game 2.0 2025), LingBot-World v1 (Robbyant Team et al.| 2026), and LingBot-
World v2 2026). Here, Full denotes a regular full DiT forward, Reuse denotes residual
reuse at the selected denoising step, and Refresh denotes a full forward at an action transition.
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1 INTRODUCTION

Interactive video world models turn a stream of user controls into continuously evolving visual
environments, offering a foundation for interactive simulation and virtual exploration. Recent meth-
ods (Valevski et al., [2025; [Feng et al.,|2025}; |He et al., 2025 |Robbyant Team et al., 2026} |Gao et al.,
2026; |Sun et al.l 2025) have made substantial progress toward realistic, real-time, and long-horizon
interaction. However, efficient inference remains essential since delays in generating each new seg-
ment directly affect how promptly users can interact with the simulated world.

Many recent interactive world models (Yin et al., 2025;[Huang et al., [2025; He et al., 2025 [Robbyant;
Team et al.,|2026) generate video autoregressively in short chunks and adopt few-step diffusion to
reduce sampling cost. Yet each chunk still requires multiple expensive full forward through the large
diffusion transformer (DiT) backbone. Training-free caching can reduce this repeated computation
by reusing intermediate computation, ranging from fixed reuse schedules (Ma et al., [2024; [Selvaraju
et al.| 2024} [Zhao et al., |2025) to adaptive ones driven by internal feature changes (Liu et al.| 2025}
Zhou et al.||2025). However, these methods were primarily developed for image or video generation,
and their reuse policies do not explicitly account for action transitions during interactive generation.

This motivates examining how the incoming control sequence can guide computation allocation and
the use of generated history. We first analyze the similarity between the clean latent representations
of adjacent chunks under different control regimes, and make two observations as shown in Figure[2]
First, latent similarity drops around action changes, suggesting that reuse policies should be applied
more conservatively during these transitions. Second, even during steady interaction, low-frequency
components are more persistent across chunks than high-frequency components, suggesting that
coarse scene layout carries over more reliably than fine-grained appearance details.

These observations naturally raise two complementary design questions: when denoising cache
should be reused or refreshed, and what content from the cached history is safer to carry forward if
reusing them. To this end, we introduce CtrlCache, a training-free framework that couples control-
aware computation allocation with selective history cache transfer. To decide when, we introduce an
action-aware scheduling and refresh policy. It first assigns each chunk to one of four control states,
initial, transition, turning, or steady, based on the incoming control sequence. Then, at one interior
denoising step, initial chunks execute the full DiT computation to initialize the cache, transition
chunks do so to refresh it, and turning and steady chunks instead permit reuse using the transformer
residual cache from the most recent fully denoising step in the same chunk. In this way, the de-
noising cache can be selectively reused according to the incoming controls. This policy is applied
both across chunk boundaries and within each chunk, since a single chunk spans multiple action
samples. Transferring the preceding chunk’s clean latent frame without distinction, however, can
carry over fine details that no longer fit the evolving scene. Guided by our frequency analysis, we
further introduce a frequency-mixed history prior guidance to address what. The guidance builds a
history prior from that frame, which emphasizes low-frequency structure of that frame, attenuates
its high-frequency detail, and gradually reduces the history prior contribution at later positions in the
new chunk. The prior is then blended into the clean latent estimate after the first denoising step to
stabilize the structural layout of subsequent chunks under acceleration, without an additional com-
putational cost. We enable this guidance only for steady chunks, since during control transitions and
sustained turning, the geometry inherited from the preceding chunk may become outdated as the
viewpoint changes. Together, these designs adapt both computation reuse and history transfer to the
current interaction state without retraining the model.

We evaluate CtrlCache on Matrix-Game 2.0 (He et al., [2025) and LingBot-World v1/v2 (Robbyant
Team et al., 2026} |Gao et al., [2026)) using the WBench navigation track (Ying et al.,[2026). Across
all three backbones, CtrlCache achieves the highest WBench Overall among all evaluated methods
while delivering DiT-backbone speedups ranging from 1.21x to 1.41x. Among the accelerated
methods, it also achieves the highest PSNR and SSIM and the lowest LPIPS on every backbone,
demonstrating the strongest fidelity to the Original outputs. Overall, our main contributions are:

* We analyze clean-latent similarity between adjacent chunks across control regimes, showing that
similarity drops around action changes, while low-frequency components remain more persistent
than high-frequency components during steady interaction.
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Figure 2: Cosine similarity between the clean latents of adjacent chunks under different control
signals for three representative sequences. Each panel compares the full latent, low-frequency and
high-frequency components. The shading background marks the control regime of each chunk, i.e.,
non-turning (steady), sustained turning, and action change (transition). Similarity drops at the action
changes, and the low-frequency component stays more persistent than the high-frequency one.

* We propose CtrlCache, a training-free control-aware caching framework that uses action-aware
scheduling and refresh to determine when to reuse denoising computation, and a frequency-mixed
history prior to select what historical cache information to transfer during steady interaction.

» Extensive experiments on three interactive video world models demonstrate that CtrlCache ac-
celerates the inference computation while improving WBench Overall scores, outperforming the
evaluated caching baselines at comparable latency.

2 RELATED WORK

Interactive Video World Models. Interactive video world models generate visual observations
conditioned on controls throughout an ongoing rollout. Early autoregressive systems model action-
conditioned latent dynamics, as in Genie (Bruce et al.,2024) and 1VideoGPT (Wu et al., 2024); dif-
fusion world models extend this setting to action-conditioned games and navigation (Alonso et al.,
2024; [Valevski et al., 2025} Bar et al. 2025). Recent systems broaden control and scene cover-
age through multimodal or open-world generation (Che et al., 2025; |Yu et al.| 2025; |Guo et al.,
2025)), while CausVid (Yin et al.| 2025) and Self Forcing (Huang et al., [2025) establish causal few-
step diffusion for streaming generation. Long-horizon interaction and memory are further explored
by The Matrix (Feng et al., 2025), Yume (Mao et al., 2025), Matrix-Game 2.0 (He et al., 2025),
LingBot-World (Robbyant Team et al.| 2026} |Gao et al.,[2026), WorldPlay (Sun et al.l [2025), and
Matrix-Game 3.0 (Wang et al., [2026)). Despite few-step denoising, each newly generated chunk still
requires multiple forward passes through the DiT backbone, creating a need for acceleration that
preserves both control responsiveness and cross-chunk temporal continuity.

Training-Free Diffusion Inference Acceleration. Diffusion models generate images and videos
through iterative denoising (Ho et al., [2020; 2022)), with each step requiring a backbone forward
pass; DiT (Peebles & Xiel |2023) and related architectures therefore offer substantial opportuni-
ties for intermediate-feature reuse. Training-free caching methods use either predefined or adaptive
schedules. Fixed schemes include DeepCache (Ma et al.| [2024)), FORA (Selvaraju et al.| 2024), A-
DiT (Chen et al.,[2024), and PAB (Zhao et al., 2025)), which reuse features at selected network mod-
ules or timestep intervals. Adaptive schemes include TeaCache (Liu et al., 2025)), EasyCache (Zhou
et al., 2025)), FasterCache (Lv et al., 2025)), ToCa (Zou et al.,, 2025)), and AdaCache (Kahatapitiya
et al., 2025), which adjust reuse according to feature variation, token redundancy, or motion con-
tent. These methods reduce inference cost without retraining. Recent work further studies structure-
preserving video caching and adaptive caching for video generation (Fan et al.|, 2025} |/Agrawal et al.,
2026). However, these works generally ignore online action changes as explicit cache-refresh signal.
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Figure 3: Overview of CtrlCache. (a) Chunk-wise autoregressive denoising retains full computa-
tion at the first and final steps. (b) The action-aware policy enables residual reuse at the selected
interior step for turning and steady chunks, while preserving full computation for initial and tran-
sition chunks. (c) Frequency-mixed history prior guidance transfers structure from the preceding
chunk’s last clean latent frame to guide the first-step clean latent estimate during steady interaction.

FlowCache (Ma et al., 2026)) extends caching to autoregressive video through independent chunk-
wise reuse decisions and bounded-history KV-cache compression, but does not interpret online ac-
tion transitions. X-Cache targets cross-chunk caching for autonomous-driving world models (Zeng
et al.|2026)), a distinct application scenario from ours. Light Interaction (Lu et al.l 2026) addresses
interactive video generation, yet ties denoising reuse to sufficiently similar historical views, making
it less suited to open-ended interactions with few or no revisits. Our method instead derives its reuse
and refresh decisions directly from the control sequence. Action transitions trigger full computation
and cache refresh, while other control states permit residual reuse without trajectory revisitation.

3 CTRLCACHE

As illustrated in Figure [3] CtrlCache builds on established residual reuse (Sec. [3.I)) and comprises
two complementary components. The action-aware scheduling and refresh policy (Sec.[3.2)) uses the
incoming controls to determine when to reuse cached transformer residuals and when to restore full
computation. The frequency-mixed history prior guidance (Sec.[3.3) first constructs a history prior
from the preceding chunk’s last clean latent frame, then uses this prior to guide the current chunk’s
first-step clean latent estimate during steady interaction. Together, these components determine
when to reuse computation and what historical information to carry forward.

3.1 PRELIMINARY

Chunk-wise autoregressive denoising. Let n index the n-th video chunk and s € {1,...,S} as
denoising steps within each chunk, where .S is the number of denoising steps per chunk. To generate
chunk n, the interactive video world models (He et al., 2025} Robbyant Team et al., 2026} |Gao et al.,
2026) progressively denoise a noisy latent conditioned on the incoming controls and previously
generated history. Each step performs a full forward pass through the diffusion transformer (DiT),
followed by a sampler update using the model prediction. After the S steps, the completed clean
latent chunk provides history for subsequent autoregressive generation.

Residual reuse. Rather than computing the whole DiT transformer blocks at every denoising step,
following (Liu et al., [2025)), we adopt the established approximation of applying a cached residual
from the most recent full forward to the current step’s input as the execution mechanism underlying
CtrlCache. Let fi* and fo denote the feature tensors immediately before and after the DiT

n,s n,s

transformer blocks for chunk 7 at step s. A full forward process produces the residual r,, ; = f'"s —
,i,?,s, which is cached for reuse within the current chunk. At denoising step s, if the scheduling policy



permits reuse and a residual from an earlier fully computed step is cached, the current transformer-
~out
block output f,, . can be approximated as:

~out

fn,s = }ril,s +"'n75’, (])

where s’ < s denotes the most recent preceding step s’ in the same chunk at which the DiT was
fully computed to obtain r,, . The residual cache is refreshed only after a full computation and
remains unchanged during reuse, allowing consecutive reuse steps to share the same residual. The
current input projection, timestep embedding, and output head are still computed, while the cached
residual replaces the time-consuming transformer-block computation.

3.2 ACTION-AWARE SCHEDULING AND REFRESH POLICY

As analyses in Figure [2] the variation in adjacent chunk’s clean-latent similarity across control
regimes motivates allocating computation according to the incoming controls. We thus propose an
action-aware scheduling and refresh policy to assign each chunk a control state, to decide whether
using residual reuse or full computation at the selected interior denoising step.

Control-state assignment. Based on the chunk’s position in the rollout and the incoming controls,
we distinguish four control states, including initial, transition, turning, and steady. The control
state C', of the chunk n is thus assigned as:

initial, n=1,
t iti 1,T,=1
C, = ran§1 ion, n>1,T, =L - @)
turning, n>1,T,=0, R, =1,
steady, n>1,T,=0, R, =0.

Here, T, indicates whether a control transition occurs, and R,, indicates whether a turning control
is active. The first chunk is assigned the initial state without requiring a preceding control input. For
subsequent chunks, transition takes priority over turning, so a chunk containing an action change is
classified as transition even when a turning control is also active. Steady state means unchanged,
non-turning controls, while the generated scene may continue to evolve without remaining static.

Given these state definitions, the next step is to determine the indicators from the incoming control
sequence. For a given backbone, let a,, ; denote the j-th control input in the chunk n, where j €
{1,...,J} and J is the number of control inputs per chunk. We denote this sequence action by
ayp,1.7. For n > 1, we additionally define a,, o = a,,—1,s as the last control input of the preceding
chunk, allowing the same rule to detect changes both across chunk boundaries and within a chunk.
This auxiliary boundary action input is not included among the current chunk’s J control inputs.

We distinguish a comparison between consecutive control inputs from a test of the current turning-
control magnitude. Let switch(a, b) € {0, 1} indicate whether the command changes between two
inputs, and let rot(a) > 0 denote the magnitude of the turning control in an input. For n > 1, the
transition indicators 7}, and the turning indicators R,, are computed as:

T, = max switch(an, j,an,j-1),
1<5<T

3)
Ry

1 11%1]_an] rot(an,, ;) > Tourn | »

where 1[-] denotes the indicator function, which returns one when its argument is true and zero
otherwise, and 7i,,y, is the backbone-specific turning threshold. Checking 7 = 1 detects a change at
the chunk boundary, while checking j = {2,..., J} captures changes within the chunk.

Scheduling and refresh trigger. Given the control state C,,, we determine whether to enable resid-
ual reuse at one selected interior denoising step s € {2,...,S — 1}. All remaining steps are fully
computed, with the first initializing the residual cache and the final preserving the model’s refine-
ment. Let G,, € {0, 1} indicate whether full computation is required at the selected step:

1 n=1
— ) ) 4
G {Tn, n> 1. @)



Here, G,, = 1 triggers a cache refresh in which the DiT transformer blocks are fully computed, and
the resulting residual updates the current chunk’s cache as the new residual cache. When G,, =
0, the transformer-block output at the selected step is approximated using the cached residual via
Eq. (I). Initial chunks retain full computation to establish the rollout, and transition chunks restore
it at the selected step to accommodate changed controls. Turning and steady chunks instead reuse
the cached residual at that step.

3.3 FREQUENCY-MIXED HISTORY PRIOR GUIDANCE

The action-aware scheduling and refresh policy controls residual reuse within each chunk. We
further introduce frequency-mixed history prior guidance to use information from the preceding
chunk’s clean latent. As the analyses in Figure 2] even in the steady interaction regime, low-
frequency components encoding coarse scene layout remain more persistent across chunks than
high-frequency components encoding fine appearance details. Transferring the preceding clean la-
tent without distinction can therefore impose details that no longer fit the evolving scene. To this end,
we construct a history prior that emphasizes coarse structure, and blend it into the current chunk’s
first-step clean estimate. This guidance is enabled only when C),, = steady: during transitions and
sustained turning, the inherited geometry may itself be changing with the viewpoint.

Frequency-mixed history prior construction. Let z,,_; denote the preceding chunk’s clean latent,
consisting of L temporal latent frames. We use its last frame, z,,—1, ., to construct the history prior
for the current chunk. We decompose this latent into a low-frequency component obtained by spatial
average pooling and a high-frequency component defined as the remaining difference:

low

z,1 1, = AvgPools, 5(2n—1,1), 5
high low ( )
zn—l,L =Zn-1,L — zn—l,L'

Here, the low and high denote frequency components. AvgPool;, ; denotes spatial average pooling
with a 3 x 3 kernel, unit stride, and replicate padding, chosen for its low computational cost. It op-
erates independently on each latent frame and channel, preserving spatial resolution without mixing
information across the temporal dimension.

The current chunk likewise contains L temporal latent frames. Position k& = 1 is closest in time
to the preceding chunk, and larger £ denotes a later position. Thus, k indexes positions within a
latent chunk, while s indexes denoising steps and j indexes control inputs as shown in the previous
sections. We construct a history prior frame p,, j, at each position, with the same shape as z,,—1 1.

Dk = Wy (zlrfivl_’L + akz}f}fl), k=1,...,L, (6)

where «, weights the high-frequency component, with oy = 1 and o, = « € [0,1] for & > 2.
The temporal weights wy, satisfy 1 = w; > wg > --- > wr > 0. With oy = wy = 1, the
first prior frame preserves the preceding chunk’s last clean latent frame in full. At later positions,
« controls high-frequency attenuation, while wy, scales both frequency components according to
temporal distance. Stacking {p,, 1, ...,Pn 1} along the temporal dimension yields the history prior
pr, for chunk n. The model-specific values of « and wy, are reported in Section [4.1]

Guiding the clean latent estimate using the history prior. After constructing the history prior
pn, from the preceding chunk, we use it to guide the current chunk’s clean latent estimate. Let ng)

denote the clean latent estimate of chunk n obtained at denoising step s using the base sampler’s
(s)

prediction parameterization. Both z;,

and p,, span all L temporal latent positions and have the same

shape. We then blend the current estimate ?,(15) with the history prior p,,:

z) e (-2 + ), )
where A € [0, 1] is the guidance strength and the arrow denotes an in-place update of the clean
estimate. In this paper, we apply history prior guidance only at s = 1, when the earliest control-
conditioned clean latent estimate of the current chunk becomes available. This leaves the remaining
denoising steps to adapt the transferred structure to the current controls and refine visual details. The
sampler uses the updated clean estimate to construct the next noisy latent under its original timestep
and noise schedule. Thus, the guidance introduces no additional DiT forward computation cost.



Table 1: Quality and efficiency comparison of CtrlCache and baselines on the WBench navigation
track (Ying et al., 2026). “vs. Original” compares each accelerated method with the original full-
computation model under identical prompts, controls, and initial frames. “Efficiency” reports DiT-
backbone denoising latency (mean seconds per case), excluding KV-cache commit/update time, and
speedup over Original. Bold denotes the best result within each model.

Model Methods WBench vs. Original Efficiency
Quality? Cons.T Inter.T SettingT PhysicstT OverallT|PSNRT SSIM1 LPIPS||Latency (s)| Speedup?
Original 0.7360 0.6838 0.8261 0.5129 0.5127 0.6543 - - - 14.99 1.00x
TeaCache 0.7252 0.6820 0.8145 0.4982 0.5275 0.6495 | 13.89 0.3344 0.4810 10.33 1.45x

Matrix-Game 20 5. cache  0.7245 0.6803 0.8093 05464 0.5518 06625 | 1346 03152 05021 | 10.17 1.47x

Our CtrlCache 0.7370 0.6867 0.8265 0.5527 0.5900 0.6786 | 14.51 0.3504 0.4757 10.67 1.41x
Original 0.8073 0.8715 0.8088 0.7868 0.6338 0.7816 - - - 104.54 1.00x
TeaCache 0.8052 0.8755 0.8306 0.7844 0.7023 0.7996 | 15.54 0.4638 0.3855 80.31 1.30x
EasyCache 0.8074 0.8751 0.7907 0.7910 0.7287 0.7986 | 15.26 0.4506 0.3946 79.80 1.31x
Our CtrlCache 0.8073 0.8737 0.8200 0.8246 0.7379 0.8127 | 17.27 0.5014 0.3451 83.03 1.26x
Original 0.8290 0.8716 0.8389 0.7692 0.7124 0.8042 - - - 66.93 1.00x
TeaCache 0.8307 0.8848 0.8279 0.8078 0.7171 0.8137 | 14.98 0.4176 0.3538 51.54 1.30x
EasyCache 0.8303 0.8824 0.8296 0.8047 0.6983 0.8091 | 1490 0.4161 0.3586 51.12 1.31x
Our CtrlCache 0.8278 0.8789 0.8334 0.8306 0.7298 0.8201 | 18.35 0.5238 0.2832 55.18 1.21x

LingBot-World v1

LingBot-World v2

3.4 OVERALL MECHANISM

For each chunk, CtrlCache first determines its control state from the incoming controls and then co-
ordinates computation reuse and history transfer accordingly. Initial and transition chunks retain full
computation throughout the denoising process, whereas turning and steady chunks reuse a cached
residual at one selected interior step. The first and final denoising steps remain fully computed in all
cases. In addition, steady chunks apply the frequency-mixed history prior to the clean latent estimate
at s = 1 to promote structural consistency across chunks. After generating the clean latent chunk
zy, CtrlCache retains its last temporal frame 2, ;, as the history reference for the next chunk. The
complete inference pseudocode is provided in Appendix [A]l

4 EXPERIMENTS

4.1 EXPERIMENTAL SETUP

Models and baselines. We evaluate CtrlCache on three interactive video world models: Matrix-
Game 2.0 (He et al. [2025), LingBot-World v1 (Robbyant Team et al., 2026), and LingBot-
World v2 (Gao et al., 2026)), using their few-step, chunk-wise autoregressive inference configu-
rations. We compare against the unmodified inference procedure (Original) and two representative
training-free caching methods, TeaCache (Liu et al.,2025) and EasyCache (Zhou et al.} 2025). Both
baselines follow their own published reuse rules with own original denoising schedules, and neither
uses our frequency-mixed history prior guidance.

Benchmark and evaluation metrics. We evaluate interactive generation on the navigation track
of WBench (Ying et al., 2026), reporting video quality (Quality), consistency (Cons.), interaction
adherence (Inter.), setting adherence (Setting), and physics compliance (Physics). The Overall score
is the unweighted mean of these five dimension scores. To assess fidelity to the unmodified model,
we also report PSNR, SSIM (Wang et al., 2004}, and LPIPS (Zhang et al., 2018)) against the paired
Original. For efficiency, we report mean DiT-backbone latency and speedup relative to Original.

Implementation details. All experiments use a single NVIDIA A100 GPU with random seed 42.
For each backbone, all methods share the same prompts, control sequences, initial frames, and
decoding settings, and retain the original denoising The selected reuse step s is 2, 3, 2 for Matrix-
Game 2.0, LingBot-World v1 and v2; reuse is enabled only when permitted by G,, (Eq. (). For
the turning indicator R,, in Eq. , we set Tyurn = 1076 for the mouse-control magnitude in Matrix-
Game 2.0 and Ty, = 0 for the yaw/pitch motion magnitude in both LingBot-World variants. Unless
otherwise stated, history prior guidance uses & = 0.5 in Eq. (6) and A = 0.5 in Eq. (7). The temporal
weights (wy,...,wy) are (1,0.5,0.25) for Matrix-Game 2.0 and LingBot-World v1 (L = 3), and
(1,0.5,0.25,0.125) for LingBot-World v2 (L = 4). More details are in Appendix [B]
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WBench prompt: An autumn Tuscan vineyard with orderly rows of grapevines bear-
ing golden leaves and ripe purple grape clusters. .. Controls: W — D — S — A.

LingBot-World v1
Original
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WBench prompt: A bustling medieval market square with weath-
ered stone-paved ground. ... Controls: W — S — A — D.
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WBench prompt: A narrow paved mountain road winding down-
hill through a forested hillside. ... Controls: W — right.

Figure 4: Qualitative comparisons of CtrlCache and baselines. For each case, all methods use the
same initial condition and control sequence. The blue dashed rectangles mark reference regions for
comparing layout, object placement, and motion-related details across methods. The red rectangles
highlight distortions in local appearance and scene structure, while the green rectangles highlight
better-preserved details in our results. Control strings follow the original WBench convention, where
W/ S/ A /D denote translational commands and left / right / up / down denote view changes.

4.2 MAIN RESULTS

Table [T] reports the quantitative comparison on all three backbones. Overall, CtrlCache attains the
best WBench Overall score and the closest agreement with the original model on every backbone,
at a speedup comparable to the caching baselines. On Matrix-Game 2.0, CtrlCache is the only
method that improves over Original on all five WBench dimensions, raising Overall from 0.6543 to
0.6786 and surpassing the relatively best EasyCache (0.6625) while delivering 1.05 higher PSNR.
On LingBot-World v1/ v2, CtrlCache achieves best Overall, PSNR, SSIM and LPIPS, while keeping
a comparable 1.26x and 1.21x speedup, respectively. The caching baselines remain marginally
faster than CtrlCache on every backbone, since their reuse criteria are free to skip computation at



Table 2: Ablation studies on Matrix-Game 2.0 and LingBot-World v1 using WBench navigation
track. The first two variants evaluate naive residual reuse (Eq. (I))) alone and with our proposed
action-aware scheduling and refresh policy (abbreviated as Action-aware policy; Sec. [3.2)), respec-
tively. The last three fix both components and apply the frequency-mixed history prior guidance
(abbreviated as History prior; Sec.|3.3) on steady (St.), steady and turning (St.+Tu.), or steady,
turning and transition (St.+Tu.+Tr.) chunks. Efficiency reports DiT-backbone denoising latency
and speedup relative to Original. Bold denotes the best result within each model.

Model Variant WBench Efficiency
QualityT Cons.T Inter.T SettingT PhysicsT Overall [ Latency (s)] Speedupf
Original 0.7360 0.6838 0.8261 0.5129 0.5127  0.6543 14.99 1.00x
+ Residual reuse 0.7353  0.6870 0.8418 0.5285 0.4843  0.6554 10.31 1.45%
Matrix-Game 2.0 T Action-aware policy 0.7310 0.6802 0.8372 0.5417 0.5169 0.6614 10.39 1.44x
"+ History prior (St.+Tu.+Tr.) 0.7299 0.6772 0.8014 0.5436  0.5272  0.6559 10.65 1.41x
+ History prior (St.+Tu.) 0.7301  0.6816 0.8200 0.5030 0.5856  0.6641 10.67 1.41x
+ History prior (St.) (Full CtrlCache) 0.7370 0.6867 0.8265 0.5527 0.5900  0.6786 10.67 1.41x
Original 0.8073 0.8715 0.8088 0.7868 0.6338  0.7816 104.54 1.00x
+ Residual reuse 0.8050 0.8756 0.8119 0.7815 0.7364  0.8021 80.35 1.30x
LingBot-World v1 + Action-aware policy 0.8073 0.8688 0.8120 0.8148 0.7246  0.8055 82.98 1.26x
+ History prior (St.+Tu.+Tr.) 0.8076 0.8689 0.7845 0.7804 0.7040  0.7891 83.05 1.26%
+ History prior (St.+Tu.) 0.8074 0.8716 0.7870 0.7893  0.7175  0.7946 83.03 1.26x
+ History prior (St.) (Full CtrlCache) 0.8073 0.8737 0.8200 0.8246 0.7379  0.8127 83.03 1.26x

action transitions. CtrlCache instead spends that computation on transition chunks, which is what
yields the highest setting adherence and physics compliance on all three backbones.

Figure [ presents qualitative comparisons with all three backbones. For each case, all methods use
identical initial conditions and control sequences. Although the overall scene layouts remain simi-
lar, TeaCache and EasyCache exhibit distortions in local appearance and scene structure., e.g., the
disappearance of an arched doorway in LingBot-World v1. Our CtrlCache restores full computation
at control transitions and better preserves local details and scene structure. These qualitative results
are consistent with its higher PSNR and lower LPIPS reported in Table[I] Video comparisons are
available on our project page: https://wrecklong.github.io/CtrlCache/l

4.3 ABLATION STUDY

Effect of naive residual reuse. We first evaluate naive residual reuse (Eq. (I))) at the selected interior
denoising step s, without the action-aware policy or history prior guidance. We reuse at s = 2,3
for Matrix-Game 2.0, LingBot-World v1 respectively, based on the scheduling configuration of each
model (see Appendix [B)), and leaves each model’s final correction step fully evaluated. This reduces
transformer-block computation while slightly improving Overall on both backbones. However, the
gains are uneven across dimensions, e.g., physics compliance on Matrix-Game 2.0 declining relative
to Original, suggesting that naive residual reuse may compromise quality, motivating a policy that
explicitly accounts for control transitions.

Effect of the action-aware scheduling and refresh policy. Building on naive residual reuse, we
enable the action-aware policy in Sec. [3.2] to restore full computation at control transitions, while
steady and turning states do residual reuse. It improves Overall on both backbones, as well as setting
and physics compliance on Matrix-Game 2.0 and setting compliance on LingBot-World v1. Overall,
the policy improves generation performance by better preserving scene settings under acceleration.

Effect of the frequency-mixed history prior guidance. We keep residual reuse and the action-
aware policy fixed and vary the control states in which history prior guidance is applied. By default,
we only apply the frequency-mixed history prior guidance (Sec. on the steady state. Restricting
guidance to steady chunks yields the highest Overall scores among the evaluated variants, while
extending it to turning or transition chunks reduces performance. These results suggest that the prior
is most beneficial during steady interaction, whereas carrying forward historical structure during
turning or control transitions may interfere with the required scene changes.

Hyperparameter analysis. We provide additional sensitivity analyses of the selected residual-
reuse step s (Eq. (1)), and history prior settings, including the temporal weights wy, (Eq. (6)), high-
frequency component weight « (Eq. (6)), and blend guidance strength A (Eq. (7)) in the Appendix [D]


https://wrecklong.github.io/CtrlCache/

5 CONCLUSION

We propose CtrlCache, a training-free framework that uses online controls to guide both compu-
tation reuse and history transfer in interactive video world models. Its action-aware scheduling
and refresh policy controls residual reuse and restores full computation at control transitions, while
frequency-mixed history prior guidance transfers persistent coarse structure during steady interac-
tion. Experiments on Matrix-Game 2.0 and LingBot-World v1/ v2 show that CtrlCache improves
WBench Overall over original models and achieves comparable speedups. These findings highlight
the value of adapting acceleration to the control regime and the persistence of historical information.

Limitation. CtrlCache currently relies on backbone-specific action indicators and a fixed reuse
step that varies with each backbone’s denoising schedule. We will explore more general control
representations and adaptive step selection in the future work.
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APPENDIX

This appendix provides CtrlCache’s inference pseudocode (Sec. [A)), more implementation details
(Sec.[B)), evaluation protocol (Sec. [C), hyperparameter analysis (Sec. D), and additional Qualitative
Examples (Sec. [E).

A CTRLCACHE ALGORITHM

Algorithm 1| presents the inference procedure of CtrlCache, complementing the method description
in Section[3|of the main paper. The pseudocode details how the action-aware scheduling and refresh
policy and frequency-mixed history prior guidance are integrated into chunk-wise autoregressive
generation.

Algorithm 1: CtrlCache Inference

Input : Pretrained world model and base sampler; initial conditioning and online controls; N chunks,
each with J control inputs, L temporal latent frames, and S denoising steps; one selected reuse
stepin {2,...,S — 1}; prior parameters c, {wy, }£_;, and \.

Output: Clean latent chunks {zn}ﬁ:l.

Initialization: Initialize the base model’s autoregressive context from the initial conditioning. Set o1 =1

and o, = afor k > 2.

forn =1to N do
Read the current control inputs an, 1. s;
if n > 1 then
an,0 < An—1,J;
Compute 7, and R,, via Eq. ;
end
Assign C, and G, via Egs. (2) and (E]);
Clear the within-chunk residual cache; initialize the noisy latent using the base sampler;
if C,, = steady then
Decompose z,—1,r, into low- and high-frequency components via Eq. ;
Construct p,  fork =1,..., L via Eq. ; stack them along the temporal dimension to obtain
Pn;
end
for s = 1to S do
Prepare f i{:s and the current timestep and control conditioning;
if G,, = 0 and s is the selected reuse step then
‘ Approximate f Zu: using the latest cached residual r,, , via Eq. ;
else
Fully compute the transformer blocks to obtain ?L‘fst;
Cache rp,s < foU8 — in“,s; s« s;
end
Obtain Eiﬁ from the full or approximated block output using the output head and the base
prediction parameterization;
if C,, = steady and s = 1 then
21— (1= Nz + Mpa;
end
Perform the base sampler update using /z\(ns) and the original timestep and noise schedule;
end
Obtain the clean latent chunk z,, from the final sampler output;
Retain 2,1, as the history reference for the next chunk;
Update the base model’s autoregressive context with z,;
end

B IMPLEMENTATION DETAILS

Model-specific inference settings. Original inference uses denoising schedules [1000, 908, 713]
for Matrix-Game 2.0, [999,978,947,825] for LingBot-World v1, and [999,967,908, 768] for
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LingBot-World v2. Our default residual-reuse timesteps are 908, 947, and 967, respectively. Unless
otherwise noted, the history prior uses frequency-mixing coefficient « = 0.5 and blend strength
A = 0.5. Its temporal decay is [1,0.5,0.25] for Matrix-Game 2.0 and LingBot-World v1, and
[1,0.5,0.25,0.125] for LingBot-World v2.

Matrix-Game 2.0. For each control input j, the keyboard condition is a four-dimensional vector
k; =[w, s, A, D], where the four entries denote the activation values of the W, S, A, D commands
at input j. The mouse condition is a two-dimensional vector m; = [rnyrtica! mplorizontall yp/down
controls use the first entry and left/right controls use the second entry. In the implementation, the
corresponding mouse values are £0.1. The complete action signature is a; = (k;, m;). For the
first chunk we use the initial state because no previous chunk exists. For every later chunk, a change
between adjacent control inputs, including a change across the preceding-chunk boundary or within
the chunk, gives transition. If no such change occurs, the chunk is turning when any control input
satisfies max; |m; ;| > 107%, where i indexes the two mouse coordinates; otherwise it is steady.
The state classifier uses the unramped mouse command, so the smoothing applied before model
inference is not mistaken for an action transition.

LingBot-World v1/v2. The two LingBot backbones share the same WBench navigation representa-
tion. At control input j, the action signature is u; = (v;,y;, p;), where v; = [vf"9, "8 encodes
the local-frame motion command, with components for forward/backward and right/left motion; y;
is yaw, and pj; is pitch. The token mapping is W= [1,0], S= [-1,0], A= [0, —1], b= [0, 1] for
v,;; left/right sety; = —1/ + 1; and up/down set p; = +1/ — 1. When no control transition
occurs, a chunk is classified as furning state if any control input has nonzero yaw or pitch; otherwise,
it is steady state.

For a concrete example, consider the WBench action sequence W — left — up — D, with each
command held for one action interval. The corresponding conditions are:

Action | Matrix-Game 2.0 (k;, m;) | LingBot-World vI/~V2 (v;,y;,p;)

W ([1,0,0,0], 10, 0]) ([1,01,0,0)
left ([0,0,0,0],[0,—0.1]) ([0,0],-1,0)
up ([0,0,0,0],[0.1,0]) ([0,0],0,1)
D ([7 ’ 71}7[070]) ([071]’070)

C EVALUATION PROTOCOL

Evaluation split and paired runs. We sample 40 cases from the WBench navigation split and use
generation seed 42. For each backbone, all methods are evaluated on the same sampled cases with
the same seed. Original and accelerated runs also share the prompts, controls, initial frames, and
decoding settings, so fidelity is computed on paired outputs.

WBench aggregation. We report five navigation-track dimensions that consist of Quality (the mean
of six video quality measures), Consistency (the mean of eight consistency measures), Interaction
(interaction adherence), Setting (the mean of scene and subject adherence), and Physics (the mean
of visual plausibility and causal fidelity). WBench Overall is the unweighted arithmetic mean of
these five dimension scores. Each component is averaged over the cases for which that measure is
defined.

Paired fidelity metrics. For each case, PSNR, SSIM, and LPIPS are computed frame by frame
between the accelerated video and its paired Original video. We first average each metric over
frames within a video, then report the unweighted mean of the resulting per-case values. Thus, each
case contributes equally to the reported fidelity metrics.

Efficiency evaluation. For efficiency, we report mean DiT denoising latency and speedup relative
to Original. Timing uses CUDA synchronization and covers only DiT computation during denois-
ing, excluding KV-cache commit/update, model loading, condition preparation, VAE decoding, and
video encoding.

D HYPERPARAMETER STUDY

We study residual-reuse timesteps and the history-prior hyperparameters (frequency composition,
blend, and temporal decay) on Matrix-Game 2.0 and LingBot-World v1; results are summarized in
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Table For the history-prior studies, we keep the default residual-reuse timestep and action-
aware scheduling fixed, and apply the prior only to steady chunks. The reuse-timestep study isolates
the selected residual-reuse step.

Effect of the denoising step s for residual reuse (Eq. (I)). We evaluate residual reuse at each
denoising step after the first, including the final step. On Matrix-Game 2.0, reuse at the interior
denoising step s = 2, where timestep is 908, achieves 0.6554 Overall, whereas reuse at the final
denoising step s = S = 3 (i.e, timestep 713) reduces the score to 0.4930. On LingBot-World
v1, the corresponding no-refresh settings at s = 2, 3,4, i.e., timesteps 978, 947, and 825, achieve
0.8014, 0.8021, and 0.5624, respectively. The higher scores at interior steps support reusing an
interior residual while fully executing the final denoising step in the default configuration.

Effect of the temporal weights w;, (Eq. (6)). With o = 0.5 and blend strength A\ = 0.5, the
decayed temporal weights {wy} = [1,0.5,0.25] outperform the uniform weights {wy} = [1,1,1]
on both Matrix-Game 2.0 and LingBot-World v1, indicating that temporally decayed weighting is
preferable to uniform weighting.

Effect of the frequency composition weight v, and blend guidance strength )\ (Eq. (7)). We
vary one factor at a time on both Matrix-Game 2.0 and LingBot-World v1. The best-performing
configuration on both models uses o = 0.5 and A = 0.5. In the sweep, o; = 1 is fixed, while «
controls the high-frequency weight for £ > 2.

Table D.1: Hyperparameter studies on Matrix-Game 2.0 and LingBot-World v1. Each entry is
WBench Overall; bold denotes the best result within each model and panel. (a) Reuse denoising
step s. (b) Temporal weights wy (« = 0.5, A = 0.5). (c) Frequency composition (A = 0.5).
(d) Blend strength A (o = 0.5).

(a) Effect of the denoising step s for residual reuse (b) Effect of the temporal weights wy,
Model Step s Timestep OverallT Model Wi Overallf
. 2 908 0.6554 . [1,1,1] 0.6594
Matrix-Game 2.0 3 713 0.4930 Matrix-Game 2.0 [1,0.5,0.25] 0.6786
2 978 0.8014 [1,1,1] 0.8006

LingBot-Worldvi 3 947  0.8021 LingBot-World v1

4 825 0.5624

[1,0.5,0.25]  0.8127

(c) Effect of the frequency composition weight o (d) Effect of the blend guidance strength A

Model o A Overallf Model « A Overallt
00 05 0.6578 0.5 025 0.6604

Matrix-Game 2.0 0.5 05 0.6786 Matrix-Game 2.0 0.5 0.0 0.6786
1.0 05 0.6552 0.5 1.00 0.6724
00 05 0.7931 0.5 025 0.7964

LingBot-Worldvl 0.5 0.5 0.8127 LingBot-Worldvl 0.5  0.50 0.8127
1.0 05 0.7923 0.5 1.00 0.7909

E ADDITIONAL QUALITATIVE EXAMPLES

We provide additional qualitative comparisons for all three backbones. Each comparison contains
six successive frames generated from the same initial condition and control sequence, with rows
corresponding to Original, TeaCache, EasyCache, and Our CtrlCache. Controls use the original
WBench tokens, [W, S, A, D], for translational commands and left/right/up/down for view changes.
The corresponding videos are available on our project page: https://wrecklong.github.
io/CtrlCache/.
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Matrix-Game 2.0

Original

TeaCache

EasyCache

Our
CtrlCache

WBench prompt: A multi-lane highway at night or dusk under heavy
rain, rendered in a CG game-engine style. ... Controls: W — D.

Original
TeaCache

EasyCache

Our
CtrlCache

WBench prompt: A dim industrial warehouse aisle with concrete
floors dusted with debris and scattered packing foam. ... Controls: S

Original
TeaCache
EasyCache

Our
CtrlCache

WBench prompt: A vast, dimly lit old library with towering dark wooden bookshelves stretching
floor to ceiling on both sides of a narrow central aisle. .. Controls: W — right — left.

Original

TeaCache

EasyCache

Our
CtrlCache

WBench prompt: An underground subway platform with white-tiled walls on the
left and a low ceiling with exposed infrastructure. ... Controls: W — S — D.
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Original

TeaCache

EasyCache

Our
CtrlCache

Original

TeaCache

EasyCache

Our
CtrlCache

Original

TeaCache

EasyCache

Our
CtrlCache

Original

TeaCache

EasyCache

Our
CtrlCache

LingBot-World v1

WBench prompt: A war-torn city street with rubble, damaged
buildings, and a collapsed overpass. .. Controls: W — W — A — A.

-~

WBench prompt: A blocky game world with green pipes and floating question-mark
blocks as Mario moves across the terrain. ... Controls: W — right — Jump.

WBench prompt: An endless golden rice field stretching across the frame in oil painting style. .. Controls: W.

17



LingBot-World v2

—a -

Original

TeaCache

EasyCache

Our
CtrlCache

WBench prompt: A straight two-lane desert highway stretching to the
horizon in the American Southwest. .. Controls: W+A — W+A — S+D — S+D.

Original

TeaCache

EasyCache

Our

CtrlCache

Original

TeaCache

EasyCache

Our
CtrlCache

P A v

WBench prompt: A sterile chemistry laboratory with a stainless steel bench
surface under bright white fluorescent task lighting. .. Controls: left — right.

Original

TeaCache

EasyCache

Our
CtrlCache

WBench prompt: A realistic soccer field during an active match under natural daylight. ... Controls: W — left — S.

Figure E.1: Additional qualitative comparisons on Matrix-Game 2.0, LingBot-World v1, and
LingBot-World v2. Each comparison uses the same initial condition and WBench control sequence
across methods; the corresponding prompts and controls are shown with the frames. Rows corre-
spond to Original, TeaCache, EasyCache, and Our CtrlCache.
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